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Graphical Representations

It is a family of probability distributions defined in 
terms of a directed or undirected graph. The nodes 
in the graph are identified with random variables, 
and joint probability distributions are defined by 
taking products over functions defined on 
connected subsets of nodes.

Michael I. Jordan
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ÅAlgebraic

Algebraic vs. Graphical

ÅGraphical
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Joint distribution

where       denotes the parents of node i
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Benefits from Graphical Representation

ÅA graphical model represents all the (conditional 
independence) properties by graphical structure. 

ÅA graphical model describes a generating process 
over random variables.

ÅA graphical model can be easily expressed by the 
algebraic form, as follow
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Generative Model

ÅGenerative probabilistic models are random 
sources that can generate sequences of samples 
according to some probability distribution

ÅExample: a dice
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Dice Model: Generating Process

ÅThe model describes the process of throwing the 
dice and observing the outcome.

ÅObviously, itõs a multinomial distribution.

ÅThe generating process can be described as:

ĦSample a number by throwing the dice

ĦOr, draw a outcome from Multinomial distribution D

ĦOr , x~D(a1,a2,a3,a4,a5,a6)
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Dice Model: Graphical Representation
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Dice Model: Joint Probability 
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As we already known                 is a multinomial distribution

So, what is            ? Who generates D?)(DP

)(DP is the probability of current parameters. It can be generated by a 
Dirichlet prior for multinomial. Dirichlet distribution is also the 
conjugate prior of multinomial
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Conjugate prior

ÅIn Bayesian probability theory, a class of prior 
probability distributions p(ǉ) is said to 
be conjugate to a class of likelihood 
functionsp(x|ǉ) if the resultingposterior 
distributionsp(ǉ|x) are in the same family asp(ǉ)

ÅA conjugate prior is an algebraic convenience: 
otherwise a difficult numerical integration may be 
necessary. See Gibbs Sampling for details.
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Completed Graphical Representation
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Back to Dice Model

ÅNow letõs consider a complicated case. Suppose 
we have two dice: Dice A, with the usual faces 
1through 6 (A = (1,2,3,4,5,6)) and dice B, which 
has ones on all faces (B = (1,1,1,1,1,1)). 

ÅWe do the following steps:

ĦPick a dice randomly.

ÅSample a number by throwing the chosen dice
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Mixture Model

ÅIf there are some hierarchical structure in 
generative process, we call it a mixture model.

ÅThe generating process can be described as:

ĦDraw a outcome form binomial B

ÅDraw a outcome from the selected Multinomial Di

ĦOr, i~binomial (d1,d2)

Åx~Di(ai1,a i2,a i3,a i4,a i5,a i6)
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Difference between two models

ÅSampling from a single dice

ÅSampling with repeated choice of dice
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Mixture Model: a Complete one

ÅThe complete graphical model should end with a 
conjugate prior on parameters.
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Complete graphical representations

ÅA complete graphical representations could help 
us modeling the generating process in details.

ÅHow to check it?

ÅHowever, parameters of the model are often 
omitted, for simplicity.
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Language Model: A generative process

ÅUnigram Model
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Unigram model

ÅGenerating Process

ĦFor each document d in corpus

ÅFor each word in document d

ĦDraw w di from multinomial Z
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Mixture of unigrams
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Mixture of unigrams

ÅFor each document d in corpus

ĦDraw a topic zd from multinomial ƹ
ÅFor each word in document d

ĦDraw w di from multinomial ǀ zd
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LDA (D. Blei 2003) 

ÅEach document has multiple topics (a multinomial on topics)
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Latent Dirichlet allocation

ÅFor each document d in corpus

ĦDraw a multinomial distribution ƹd

ÅFor each word in document d

ĦDraw a topic zdi from multinomial ƹd

ÅDraw w di from multinomial ǀ zdi
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Another view of LDA (1)
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The whole corpus can be seen as a word-document co-occurrence matrix.

Without concept of òDocumentó, each word in corpus can be seen as: (word,doc)



Another view of LDA (2)
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LDA on whole corpus
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Illustration
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Results
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Approximate Inference

ÅVariational EM:

Ħa solution to Maximum Likelihood problem

Ħeasy to monitor the converge 

ĦBetter efficiency: O(kDV)

Å(collapsed) Gibbs sampling:

Ħa typical MCMC method for Bayesian inference. 

ĦEasy to understand and implement: directly follow the 
generative process

ĦWorse efficiency: O(kDW)

ÅExpectation propagation
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Monte Carlo

ÅA dice example:

Throwing a dice once, what is the probability for 
the number on face is odd?
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Gibbs sampling
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MUST knows on Gibbs sampling

ÅMCMC? Markov Chain Monte Carlo

ÅThe joint distributions is unknown or difficult to 
compute, while the full conditional distributions are 
computationally feasible. In this case, we use 
Gibbs sampling.

ÅParameter estimation?

ÅBurn-in period

ÅSlow convergence: curse of dimensionality
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Gibbs sampling on LDA

ÅIn LDA, we sample the latent variable ôzõ(topic) on 
each ôwõ(word)from the full conditional 
distributions as follows:

ÅWe use collapsed Gibbs sampling by integrating

out.
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Sampling Procedure
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Derivation of Gibbs sampling

ÅHow to get the full conditional distributions?

ĦTo check the complete derivation of Gibbs sampling, 
please refer to my technical report òGibbs Sampling 
Derivation for LDA and TOTó (available here)

ÅPreparations for derivation:

ĦGraphical representations

ĦConditional independence (d-separation/ Bayesball)

ĦMultinomial and Dirichlet distributions

ĦEuler integration

ĦGamma function

ĦPatient& careful
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*Quick derivation

ÅThe full conditional distribution in LDA is:

By Bayesian Rule, we write it as:

Since       is generated by      , without      there is 
no way to consider       . So the above can be 
write as
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Directed Separation (d-Separation)

ÅRead conditional independence directly from the 
directed graphical model

ÅD Separation

ĦX, Y, and E are arbitrary non-intersection sets of nodes

Ħ if and only if every path from X to Y is 
blocked by E.
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*Quick derivation

ÅBy applying the d-separations on LDA, we can 
factorize the joint distributions.

ÅRefer to LDA graphical representations, we can 
again factorize the distributions into:
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*Quick derivation

ÅRevisit our generating process, we draw z(a topic) 
from a multinomial distribution pi(document-topics 
distr.), smoothed by Dirichlet prior beta, we got: 

ÅWe then draw w(a word) from a multinomial 
phi(topic-words distr.), smoothed by Dirichlet prior 
alpha,
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